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Introduction
With embedded devices permeating today's home networks, they have begun to attract a
higher level of scrutiny from the security community than in previous years. In particular, the
members of GNUCitizen have been relentlessly testing routers and wireless access points. Their
discovery of multiple vulnerabilities in the BT Home Hub router affected a wide range of home
networks in the UK [1], and their Router Hacking Challenge prompted a flurry of vulnerability
reports against a variety of popular home routers, including the venerable Linksys WRT54G [2].
Specific vulnerabilities in home routers range from traditional Web attacks, such as XSS and CSRF,
to authentication bypass attacks and buffer overflows; it is assumed that the reader has at least a
passing knowledge of the attacks described in this paper.
The purpose of this paper is to outline the security measures being taken by vendors to
prevent such attacks in their home routing products, what those security measures accomplish, and
where they fall short. We will use existing network tools to examine common vulnerabilities in a
range of popular devices and demonstrate weaknesses in the security of those devices; additionally,
we will examine common trends in security measures that have been duplicated across vendors, and
examine how those trends help and hinder the security of their devices. In particular, we will
examine the following home routers, which are some of the latest offerings from their respective
vendors at the time of this writing:





Linksys WRT160N
D-Link DIR-615
Belkin F5D8233-4v3
ActionTec MI424-WR

Un-Authenticated Cross Site Scripting
Although XSS (Cross-Site Scripting) attacks are usually associated with online Web
applications, nearly all home routers supply a Web-based administrative interface through which a
user can easily manage the router. While viable XSS attack vectors against most routers may seem
improbable given that users must authenticate to the router before accessing any interactive portion
of the Web interface, one common method of injecting user-supplied data into the Web interface is
injection via DHCP requests [3]. This is due to the fact that most routers will display a list of
connected clients, along with their associated host names, in the administrative portion of the Web
interface. The displayed host names are reported in the DHCP request packets that the client sends
to the router (the router also acts as a DHCP server for the local network). Since requesting an IP
address does not require authentication, any user who has access to the local network can perform
such an attack by injecting JavaScript/HTML code into the administrative page via their host name.
While this is a known attack, some major vendors still ignore it. For example, one of
Linksys newest offerings in the home router arena, the WRT160N, does not properly sanitize the
host name value supplied by DHCP clients. This allows a malicious user on the network to inject
arbitrary JavaScript into the DHCP Client Table page of the WRT160N's administrative Web
interface. Scapy, a packet crafting tool, is well suited for demonstrating improper DHCP input
validation [4]; to verify the existence of XSS in the WRT160N, Scapy can be used to send a
DHCPREQUEST packet to the router, specifying a host name such as ');alert('XSS');//. Not only
will this allow JavaScript execution inside the administrator's browser, it also results in a failure of
the Web page to properly display hosts in the list of connected clients. A similar situation exists in
the D-Link DIR-615 router, where injecting invalid XML/HTML tags into a host name corrupts the
XML-based clients database, causing the administrative interface to report that no hosts are
connected to the network even when they are. A demonstration of the WRT160N attack can be seen
below:

Domain Name Hijacking
Another host-name related attack vector, again involving DHCP, is domain name hijacking
[5]. This attack occurs when a router resolves internal host names to their respective IP addresses;
as in the DHCP XSS attack, the internal client's host name is specified inside a DHCPREQUEST
packet. This in itself is not a particular concern, but if an attacker can register themselves on the
network with a host name of WPAD then they can carry out any number of man-in-the-middle
attacks against other clients on the network [6]. WPAD attacks primarily affect Windows users, and
Internet Explorer users in particular, as various Windows applications (including IE) will look for a
WPAD server by default.
This problem is further complicated on home networks where no domain name is
configured. Normally, host names will be registered as sub-domains of the network domain; i.e., if
the domain name is “home”, then a host named “laptop” will be registered as “laptop.home”.
However, small networks rarely have a domain name configured, so the host would simply be
registered on the LAN as “laptop”. Thus, performing a DNS lookup for “laptop” would return the
IP address of the internal client who registered the host name of “laptop”. But what if a host claims
that its host name is “www.google.com”? Logic would suggest that a router would know better than
to resolve requests for www.google.com to an internal IP address, but unfortunately that is exactly
what some routers do; this allows an internal attacker to perform a single-packet DNS poison that
will persist until the attacker either un-registers his host name, or leaves the network. One example
is the ActionTec MI424-WR, a popular router that is currently being distributed to Verizon FiOS
customers. A scripted Scapy command can easily demonstrate such an attack by attempting to
register a client machine with the host name of www.google.com:

Session Hijacking
Due to the prolific use of the HTTP authentication mechanism employed by older routers,
hijacking an administrative session was not difficult to an attacker who had access to LAN. If the
administrative session was active on the wireless connection, the credentials (transmitted in plain
text) could simply be sniffed passively from the network; if not, then an ARP poison attack would
likely be required to capture the administrative traffic, but ARP poisoning is a trivial matter.
Because HTTP authentication requires that the credentials be sent with every request, this method
of capturing the login credentials was effective, provided there was an active administrative session
in place.
A trend that we have seen in almost all new home routers is a move away from the HTTP
authentication mechanism; instead, new routers are more likely to employ a Web-based login.
Further, IP address authorization is used in place of the more traditional session cookie-based
authorization schemes employed by most Web authentication mechanisms. While these IP-based
sessions usually have a reasonable timeout period (about 10 minutes in most cases), and their use of
Web based authentication means that the administrative credentials are sent only once, IP-based
authorization is a poor scheme at best.
If an attacker suspects that an administrative session has been initiated, he can simply
perform an ARP scan of the network to discover all of the active IP addresses on the network, and
manually change his IP address to each of those until he is allowed access to the router. Some
routers, such as the Belkin F5D8233-4v3, are even kind enough to tell you which IP address is
currently managing the router:

Additionally, of the routers we examined that used IP-based authorization, none of them made a
distinction between the wired and wireless segments of the network. This means that if a valid user
logs in to the administrative interface from the wired segment of the network, an attacker on the
wireless segment can change his IP address to match that of the valid user's machine and the router
will allow both users to access administrative Web content.
The downside to this type of attack is that the attacker's access is limited; the session will
remain open only until the valid user logs out, or until the session expires. However, some routers
expose the administrative credentials to authenticated administrators, since, they believe, it is the
administrator who is viewing the page. However, in a session-hijacking attack, this allows the
attacker to retrieve the administrator's credentials, providing him with persistent access to the router.
The Belkin F5D8233-4v3 is a good example of such a device; not only is it possible to perform
session hijacking against this device, but the administrative password can be retrieved by viewing
the source of the /system.stm page:

Likewise, the D-Link DIR-615 also reveals the plain text administrative password in its
/Tools/Admin.shtml page:

Default WEP Keys
Default configurations are normally not considered “vulnerabilities” in and of themselves,
however, any type of default setting becomes an issue when applied to cryptography. WEP and
WPA keys are of particular interest with home routers, since few routers come without wireless
capabilities these days. You will notice that all of the described attacks have so far required access
to the LAN; wireless provides an attacker with access to the LAN, but still affords him the ability to
remain reasonably removed from the LAN's physical location. In an effort to help protect users
from wireless attacks, some vendors have begun shipping their products with wireless encryption
enabled by default; unfortunately, the encryption method normally chosen is WEP (well known to
be broken [15]), and as in the case of the BT Home Hub router, the proprietary algorithm used for
generating the default WEP key can be reverse engineered and used by an attacker to gain access to
such encrypted networks [8].
Many newer home routers still come with no encryption enabled, however, one notable
exception is the ActionTec MI424-WR. This particular router is commonly distributed by Verizon,
and invariably a plethora of them can be found in areas where Verizon FiOS is available. Unlike the
BT Home Hub, the ActionTec routers do not attempt to obscure the method used to generate their
default 40 bit WEP key:

As you can see, the WEP key is the low 40 bits of the router's MAC address. Although some have
claimed that the MAC address used to generate the key is the wired MAC address and not the WiFi
MAC address [9], the two are in fact one and the same [13]. Because WEP does not encrypt source/
destination MAC addresses, any data packets to or from the ActionTec router will instantly reveal
the WEP key. Also note that no active clients need be on the network in order for data packets to be
generated, as the ActionTec routers are prone to periodically broadcasting un-solicited SpanningTree packets.
While a 40 bit WEP key can be cracked in a matter of minutes using tools such as Aircrack
[15], setting up a default WEP key is a poor practice for two reasons:
1. It provides the user with a false sense of security
2. It allows an attacker to instantly, and completely passively, obtain the network's WEP key
To demonstrate the effectiveness of gleaning default WEP keys vs active WEP attacks, a Scapy
script was run for fifteen seconds using an internal Intel wireless card from inside a suburban-area
building. In that period, six WEP-enabled ActionTec access points were discovered; note that their
SSIDs match the default SSID patterns set by Verizon, indicating that their default settings have
likely not been modified:

$ sudo ./acattack.py -i wlan0
Placing wlan0 into monitor mode, please wait...
Capturing packets. Ctl+C to stop...
BSSID
00:18:01:f2:c5:1d
00:18:01:f2:59:5c
00:18:01:f2:c2:d1
00:18:01:f3:9d:ed
00:18:01:eb:e3:78
00:18:01:f3:6c:70

Router MAC
00:18:01:56:53:a6
00:18:01:58:35:81
00:18:01:56:80:74
00:18:01:5b:e1:98
00:18:01:30:48:26
00:18:01:5a:d5:91

WEPKey
18015653A6
1801583581
1801568074
18015BE198
1801304826
18015AD591

Found 6 networks
Restoring wlan0 to managed mode, please wait...

SSID
D32D9
F3LJW
D3O7I
L3O82
V1EIT
J3PAL

Cross-Site Request Forgery Attacks
Cross-Site Request Forgery (CSRF) attacks against home routers is nothing new [7].
However, because most home routers have traditionally used basic HTTP authentication, the return
vs risk ratio was considerably high. If a user happened to have authenticated to their router during
that same browsing session, then a CSRF attack would be executed without the user's knowledge.
However, this scenario is very unlikely considering that most users rarely (if ever) log in to their
router's administration area, and the user would instead get a pop-up HTTP authentication box from
their router.
To combat this, CSRF attacks started embedding the default logins for popular routers into
their requests; if the supplied user name and password combination were correct, then the attack
would succeed, else, the user would be prompted with a pop-up HTTP authentication box from their
router. Since many people do not change their default passwords, this attack was fairly effective.
However, browser vendors began protecting against this type of attack. Firefox, for example,
displays the following message when attempting to exploit a CSRF attack in the described manner:

A trend that we have seen in almost all new routers is a move away from the HTTP
authentication mechanism; instead, new routers are more likely to employ a Web-based login.
Further, IP address authorization is used in place of the more traditional session cookie-based
authorization schemes employed by most Web authentication mechanisms. While these IP-based
sessions usually have a reasonable timeout period (about 10 minutes in most cases), this shifts the
return vs risk ratio greatly in the attacker's favor because there will be no HTTP authentication
message boxes: if a victim user happens to be authenticated to their router, then the attacker's CSRF
attack will work; if not, then the attack will silently fail, but in either case the user is completely
unaware. Further, the attacker can still attempt to authenticate to the router via forged HTTP
GET/POST requests using known default credentials, thus authenticating the client's IP address
before carrying out the remainder of the CSRF attack.

Authentication Bypass
Perhaps the worst type of vulnerability for any networked device is an authentication bypass
vulnerability. These have been found in numerous home routers, including the popular Linksys
WRT54G [16]. In home routers, these vulnerabilities are often due to the fact that only the userinterface pages of the Web interface check for authentication, while the scripts that actually process
configuration changes do not. In the case of the Belkin F5D8233-4v3, the administrative scripts
(located in /cgi-bin/) do check the login status of the user, and if the user has not authenticated
redirects the user back to the login page. However, the scripts process the user's request before
redirecting them to the login page; this allows any client on the network to make administrative
changes without any prior authentication or authorization. Additionally, these scripts accept
arguments via either GET or POST parameters. Coupling this vulnerability with a CSRF attack can
prove to be devastating, as the CSRF requests can simply use image tags to modify the router's
settings, eliminating the need for JavaScript to be enabled in the victim's browser. Some of the
possible attack vectors for this particular vulnerability are shown in the table below:

Configure the router's primary DNS server

/cgi-bin/setup_dns.exe?
dns1_1=192&dns1_2=168&dns1_3=2&dns1_4=
2

Enable remote management on port 8080

/cgi-bin/system_setting.exe?
remote_mgmt_enabled=1&remote_mgmt_port=
8080

Restore the router's default factory settings

/cgi-bin/restore.exe

Reboot the router

/cgi-bin/restart.exe

Log in with the default password

/cgi-bin/login.exe?pws=

Authenticated Cross Site Scripting
We have already discussed how XSS attacks against most routers seem improbable given
that users must authenticate to the router before accessing any interactive portion of the Web
interface. For this reason, improper input validation in the interactive portions of a router's
administrative interface may appear innocuous, and often times data supplied by an administrator is
trusted more than it should be. However, as we have demonstrated, there are several methods in
which an attacker can hijack or spoof an administrative session with the router. In doing so, the
attacker can inject malicious HTML or JavaScript code into the administrative interface via these
supposed harmless XSS bugs. When coupled with other attacks, such as CSRF attacks, these bugs
can lead to an elevated risk of exploitation, or even allow the attacker to place a persistent back
door inside the administrative interface.
One such example is that of the D-Link DIR-615. As we have already discussed, the
DIR-615 makes the administrative password available in plain text to authenticated administrative
users. However, using a combination of CSRF and XSS, a remote attacker can obtain this user name
if the authenticated user browses to a Web page controlled by the attacker. There is a non-persistent
XSS bug in the 'Schedule Name' parameter of the /Tools/Schedules.shtml page. This can be
exploited by an attacker by loading an IFRAME that posts a schedule named
</script><script>alert(1)</script><script> to the router; if the client who is viewing the attacker's
page has recently authenticated to the D-Link router, then the attacker's code will run in the context
of the administrative page, and can retrieve the contents of the /Tools/Admin.shtml page, which
includes the administrative password.

UPNP Exploitation
UPNP attacks are nothing new [10], but started receiving more attention after GNUCitizen
demonstrated that UPNP attacks could be carried out remotely when coupled with flash-based
CSRF attacks [11]. Because UPNP is an unauthenticated protocol that, by definition, provides
control over a router's configuration, insecure UPNP stacks can result in a plethora of exploitation
possibilities, including command execution and re-configuration of DNS settings. While most new
routers protect against these attacks, there is another UPNP action that we can use to our advantage.
The previously mentioned session hijacking attacks (and some of the CSRF attacks) require
an administrator to already be authenticated with the target router. But waiting around for the
average user to log into their router makes these attacks unlikely to succeed. Instead, an attacker can
use UPNP to terminate a router's WAN connection, interrupting the user's Internet connection.
Eventually, they are likely to:
1. Reset their router
2. Log into the router to diagnose the problem
3. Call their ISP, who will ask them to log into their router to diagnose the problem
The WAN connection can be terminated using the UPNP ForceTermination action, which
was available in all of the routers that we examined. Using Miranda [14], a UPNP administration
utility, we can easily send UPNP commands to a router, forcing it to terminate it's WAN connection:

In the case of a remote CSRF attack, an attacker could use flash to attempt to terminate a user's
connection and wait for them to log into the router before running the CSRF attack, although in
practice this is unlikely to succeed.
One of the most common uses for UPNP is port forwarding. UPNP allows client
applications, such as P2P programs and games, to open ports on the router in order to facilitate
necessary communications with other peers or services. While these port forwarding rules are meant
to forward traffic from external clients to internal clients, an attacker can make use of these rules to
expose the router's administrative interface to the WAN by forwarding traffic to port 80 of the
router's IP address. Configuring the router as the attacker's personal proxy is also possible, by
telling the router to forward traffic not to an internal IP, but an external IP [12]. While most new
routers prevent these types of attacks by checking the specified IP addresses, some, like the
ActionTec MI424-WR, still allow users to forward incoming connections on external ports to port
80 of the router itself, effectively enabling remote administration on the device.

Router Host Names
Perhaps the one major hurdle in remote CSRF and UPNP attacks is knowledge of the
router's internal IP address. If the user has modified the router's IP address, or the address range of
the LAN, then the attacker is out of luck. However, one of the trends noted during examination of
these home routers is that they all resolve themselves to a unique host name. For example, the
ActionTec MI424-WR router's host name is “Wireless_Broadband_Router.home”. This allows an
attacker to reference the router by its host name rather than IP address during any attack, mitigating
the possibility of failure due to an invalid IP.

Conclusion
Router manufacturers are increasing the security of their devices, however, home router
security still has a long road ahead of it. Below is a table listing each of the devices and their
associated, reasonably exploitable, vulnerabilities mentioned in this paper; these types of
vulnerabilities must be considered by all vendors, and should be investigated by any consumer
before purchasing a router.

Vulnerability

ActionTec
MI424-WR

Linksys
WRT160N

D-Link
DIR-615

Belkin
F5D8233-4v3

Unauthenticated
XSS

No

Yes

No

No

Authenticated
XSS

No

No

Yes

No

DNS Hijacking

Yes

No

No

No

Session
Hijacking

No

No

Yes

Yes

Default WEP

Yes

No

No

No

“Silent” CSRF

No

No

Yes

Yes

Authentication
Bypass

No

No

No

Yes

Local UPNP

Yes

Yes

Yes

Yes

CSRF UPNP

Yes

No

No

No
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